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What information dynamics can tell us about
artificial life systems

Joseph T. Lizier and Mikhail Prokopenko

University of Sydney
joseph.lizier@sydney.edu.au

The space-time dynamics of interactions in artificial life systems are of-
ten described using terminology of information processing, or computation,
in particular with reference to information being stored, transfered and mod-
ified in these systems. In this talk, we describe a framework – information
dynamics – that we have used to quantify each of these operations on infor-
mation, and their dynamics in space and time. Not only does this framework
quantitatively align with natural qualitative descriptions of artificial life sys-
tems, it provides multiple complementary perspectives on how, where and
why a system is exhibiting complexity. We will review the application of
this framework to artificial life systems, describing what it can and indeed
has revealed in this domain. In particular, using applications to cellular
automata, flocking models and neural images, we show that the space-time
dynamics of information storage, transfer and modification directly reveal
how distributed computation is implemented in a system, highlighting infor-
mation processing hot-spots and emergent computational structures such as
information cascades. Next, via applications to several models of dynamical
networks, RoboCup football data as well as human brain images, we demon-
strate how information dynamics relates the structure of complex networks
to their function, and how it can invert such analysis to infer structure from
dynamics. Finally, we explore the potential for information dynamics to be
utilised for guided self-organisation, considering for example maximisations
in capacity for these operations on information as a system approaches criti-
cality (e.g. using the Ising model), and constraints revealed by their relation
to thermodynamics.
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Swarm Behaviour Motivated by Information

Christoph Salge1 and Daniel Polani1

1University of Hertfordshire, Hatfield, UK, AL10 9AB
c.salge@herts.ac.uk, d.polani@herts.ac.uk

Abstract

In this talk we want to demonstrate how flocking behaviour can be generated by local,
agent-centric optimisation of relevant information [1].

We will introduce a grid-world model where an agent tries to locate a specific place in
the world by employing an info-taxis search [6]; meaning the agent chooses its actions so
they maximise the expected gain in information about the target location. We argued in
previous work [4] that any agent that processes information to select the right action also
inadvertently encodes, in its actions, relevant information for other agents with similar
goals. This can be seen as an incentive for other, similar agents to observe each other’s
actions, and use this information to update their own Bayesian model of the world. In this
talk we demonstrate how this is already enough to produce behaviour similar to flocking.

We take measurements of alignment, separation and cohesion, which are usually the
parameters used to create flocking behaviour - following the “boids” rules indroduced by
Reynolds [2]. We aim to demonstrate that those three rules can emerge from the principle
of information maximisation, without any specific intent from the agent to communicate
or coordinate [5].

We will provide information theoretic interpretation for the emergence of alignment,
separation and cohesion. Finally, we will discuss how the number of agents affects the
performance of the agents [3]. Initially, an increase of the agent population allows for
agents to obtain relevant information from each other, and increases the overall perfor-
mance. But beyond a certain number a further increase in the agent population leads to
negative information cascades, and the performance of the population drops.
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Time-keeping with Limited Clocks
Extended Abstract

Andrei Robu, Christoph Salge and Daniel Polani

School of Computer Science, University of Hertfordshire, Hatfield AL10 9AB, UK

Abstract

We study the problem of measuring time given strongly limited
resources using Markov chains interpreted as clocks. More
precisely, we assume the existence of an accurate short-scale
time tick and are interested how to measure larger time scales
with informationally limited memory. We use Information
Theory to uncover novel behaviour of clocks with a small state
space.

Introduction
Most living organisms have a biological clock (Bloch et al.,
2013) called the circadian rhythm. In cyanobacteria, the
circadian clock is only made up of three proteins and is
so simple that it has been reconstituted in vitro (Nakajima
et al., 2005). Inspired by this minimalistic clock, we build
small machines that give an agent information about time.
An obvious mechanism for the agent’s clock would be a
switch that flipped back and forth at each tick. This would
be able to provide one full bit of information about current
time; however, this is a purely local characterization, as it
distinguishes only odd and even times. We are studying to
which extent more global time information can be achieved
with a limited clock. Because of this, our approach uses
probabilistic machines and we study their effectiveness using
Information Theory.

Previous Work
The Information Bottleneck Method (Tishby et al., 1999) is a
method to filter information by relevance. Time measuring
dynamics can emerge as side effect of other information
processing in minimal agents (Klyubin et al., 2007).

Investigations
One of the machines which we study in most of our ex-
periments is inspired by physical decay processes whereby
excited particles have a probability to transition to a ground
state. This machine, which is illustrated in Fig. 1 can be fully
described by its state, either up or down, and by its decay
parameter, α, which is the probability of transitioning from
the up state to the down state.

upstart down

1− α

α

Figure 1: Drop machine

Fig. 2 shows I(state; time), the amount of information
that would be gained about time from measuring the state of
the machine, given various α and T (lengths of time that are
of interest).
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Figure 2: I(state; time) for various α and T

Consider a vertical slice in Fig. 2 at T = 20. Surprisingly,
the information curve does not always have a unique maxi-
mum (Fig. 3). Plotting I(state; time) shows an inflection in
the graph.

We can explain this by classifying time into relevancy
variables. In this paper, we use relevancy variables as a
kind of filter; to hide details in the probability distribution
of t by partitioning its state space. One relevancy variable
divides t into two halves, while the other divides the space
into alternating parts. This breakdown is plotted in Fig. 3.
The explanation is that the two maxima belong to different
relevancy variables.

Consider now argmaxα I(state; time), the optimal α
for various T (Fig. 4). This reveals two different regimes
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Figure 3: Mutual information between the Drop machine and
time for a timespan of 20 ticks.

separated by a discontinuity at T ≈ 15: for smaller T ,
argmaxα = 1, while for larger T the optimal parameter fol-
lows the expected monotonically decaying relation. This
discontinuity comes from the different maxima shown in
Fig. 3.
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Figure 4: Optimal Decay Parameter for Drop machines

Finally, we “evolve” a cascade of independent clocks. The
experiment is started without any clocks and the collection is
built up one clock at a time. Before being added to the col-
lection, each clock is optimised to provide the most amount
of information given all clocks already in the collection and
then committed permanently. The machine used in this ex-
periment is the Flip-Flop machine, a generalisation of the
drop machine which is allowed to decay back to the up state
with a probability β. T is set to 5. As the collection grows,
so does I(states; time) (Fig. 5). The first clock is trivially
the oscillator, but all subsequent additions turn out to be pure
drop machines (Fig. 6). The first two add ∼ 1.5 bits, while
every subsequent clock adds significantly less.

Discussion
We investigated the characteristic properties of a minimal
probabilistic automaton used to measure extended time inter-
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Figure 5: Amount of information as the size of the collection
grows
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Figure 6: Parameters for the first 10 machines that are found
for T = 5

vals. We find intricate dynamics already in the case of 2-state
automata.
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Evaluation of Model Learning in Autonomous Robots
J. Michael Herrmann and Simon Smith Bize

Inst. for Perception, Action and Behaviour, School of Informatics, University of Edinburgh
10 Crichton St, Edinburgh EH8 9AB, U.K.

Abstract

Autonomous  agent  use  internal  models  as  a  representation  of  the  sensorimotor
relationships.  This  enables  them  to  predict  future  sensory  inputs  or  compute  control
signals.  Models  can  be  characterised  by  criteria  such  as  capacity,  expressiveness,
flexibility,  robustness,  and  generalisation.  In  a  non-stationary  environment  or  for  a
developing robot, models have to balance flexibility with robustness in order to be able to
incorporate new information without deleting earlier information that is still relevant. We will
briefly discuss previous work where we have studied a robot that explores an environment
using a homeokinetic controller and predicts future sensor inputs with an internal model.
We compared the performance of a number of training algorithms for this model and found
that reservoir computing works particularly well in terms of a Pareto maximisation of the
exploratory coverage of the environment and the predictability of sensory input, but also
simple linear models can yield good results. This led to the preliminary conclusion that a
complex model with higher robustness can be as useful for exploration as simple model
that flexibly adapts to the current situation in the environment. Obviously, in more complex
environments this relation might not hold, and a more complex model can provide more
resources for an exploitation of the acquired information.

In  this  contribution  we  follow a  more  general  approach  to  the  problem of  learning  in
autonomous  agents  in  terms  of  information  theory.  The  two  aspects  of  availability  of
information in the explored environment and the representation of this information in the
internal  model  can be combined naturally  in  a  free-energy approach that  is  similar  to
Friston's  formulation  [3,4].  It  deviates  from  this  formulation,  firstly  by  a  restriction  to
sensorimotor  dynamics,  secondly  by  a  genuine  temporal  formulation  based  on  the
principle of immediacy, thirdly by explicitly taking into account the control of actions, and
finally with respect to the resulting behaviour of the agent. The latter claim is demonstrated
analytically in a Gaussian approximation, but the approach can be evaluated also more
generally by relating it to formulations of the agent learning problem based on predictive
information [2] and the homeokinetic principle [1]. In addition it is also possible to identify
relations of the approach to theories of learning in neural systems.

The results of the before-mentioned model-learning experiment are now considered in the
information-theoretic approach which indicates that a high information flow enabled by a
flexible simple model is equivalent to a moderate flow that is required to keep a more
complex model in sync with the environment. 
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