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Deep Neural Networks have achieved remarkable accuracy in image clas-
sification tasks in recent years [7]. However, it has been shown [8] that it is
sufficient to change the images by a very small amount, with a well-crafted per-
turbation, to make the classification accuracy of a neural network drop close to
zero. The images that fool the network based on this phenomenon are called in
the literature Adversarial Examples (AEs). Moreover, this issue is even more
severe, due to the fact that AEs are transferable across models [2], meaning
that examples obtained from the loss function of a certain network have the
ability to fool other models, with different architectures, trained on the same
task. This problem raises serious security concerns, indeed it is possible for an
attacker to tamper with a classifier used for some important, sensitive purpose.
This problem has received considerable attention in the last few years and there
is a large amount of literature on the subject. For a review of several algorithms
to generate AEs, as well as techniques to train neural networks robust to this
phenomenon, we refer to [1].

In this work, we propose a defense strategy based on the line of research
started by Gu and Rigazio in [3], who first introduced the use of autoencoders [6]
to generate clean reconstructed images before classification. In particular, in [3]
the authors have stacked an autoencoder in front of a Multi Layer Perceptron
(MLP), in order to mitigate the effect of AEs, by reconstructing the input be-
fore classification. Different types of autoencoders have been tested, such as
Denoising Autoencoder (DAE) and Contractive Autoencoder (CAE). Our pro-
posal goes in the direction of using Variational AutoEncoders (VAEs) [4, 5], a
family of generative models that employ a stochastic layer of latent variables. In
this choice, we are motivated by the differences between the latent representa-
tion of VAEs and that of standard autoencoders. Indeed, VAEs are commonly
trained by maximizing a lower-bound on the likelihood which not only min-
imizes the reconstruction error of the image, but also forces the approximate
posterior distribution of the latent variables to be close to a given prior, which is
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commonly chosen to be the multivariate normal distribution. The constraint on
the posterior distribution has the effect on the information content of the latent
variable, indeed it possible to see experimentally how the number of latent vari-
ables which carry information is problem dependent but fixed, independently
from the dimension of the latent space.

Motivated by this analysis, we conjecture that the information bottleneck
imposed by VAE allows to generate reconstructed images more robust to ad-
versarial perturbations, with respect to standard autoencoders which, on the
contrary, do not show this property. To the best knowledge of the authors, this
is the first attempt to use VAEs for clean image reconstruction as a defense
strategy for AEs. In this work we show, through experimental results on the
MNIST and CIFAR datasets, the advantages of our proposed method over other
types of autoencoders, for different types of attacks.
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