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Natural Language Processing (NLP) is a branch of Machine Learning which
deals with the design of algorithms to effectively process natural language cor-
pora. Words in the corpus are usually represented with a one-hot encoding, such
that each word is assigned to a different direction in a space of dimension equal
to the size of the dictionary D = |D |, where D =

{
x ∈ {0, 1}D |

∑
i xi = 1

}
.

The one-hot encoding defines a sparse representation where all words w ∈ D
are equidistant and no metric is defined a priori. A common difficulty encoun-
tered in NLP when dealing with a very large dictionaries, is that it becomes
prohibitive, even for limited language domains, to train a neural network tak-
ing as input a D dimensional vector. Word embeddings are a set of techniques
commonly used in NLP to map the words of a dictionary to a real vector space,
by projecting one-hot encodings to a smaller linear space of dimension d� D.
Such mappings are based on the notion of context (“you shall know a word by
the company it keeps”, J. R. Firth [2]), by learning a set of conditional prob-
ability distributions – of the context given the central word – for each word of
the dictionary. Skip-gram [3], GloVe [4], or Squared Norm [1] (SN) are common
methods in the literature to perform word embeddings.

From a geometric perspective, the conditional probability distributions of
a context given the central word live on a statistical manifold. It follows that
word analogies can be expressed by the comparison of vectors in the tangent
bundle of the manifold. In the present paper we describe the geometry of word
embeddings in the general setting of Information Geometry and we show how
the choice of the geometry of the statistical model relates to different notions of
relationships between contexts, and ultimately to different ways of expressing
analogies in word embeddings. By representing conditional probability distri-
butions associated to the context of the words in the dictionary as points in
a statistical manifold, we can relate the context of a word with respect to an-
other by a tangent vector, computed through the logarithmic map. Moreover,
word analogies can expressed by comparing tangent vectors, mapped in the
same tangent space by means of the parallel transport. Finally, norms in the
tangent space of a statistical manifold can be computed using the Fisher-Rao
metric. This geometric framework presents several advantages. First, it allows
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a parameterization-invariant definition of the relationship between the contexts
of two words, by using tools from differential geometry. This is a relevant result,
since it provides a way to solve word analogies (a : b = c : d, where a, b, c, d ∈ D)
which is invariant with respect to the choice of the parametrization. Moreover,
we can show how in this framework the choice of a specific affine connection for
the exponential family, known as exponential connection in Information Geom-
etry, corresponds to the usual approach in the literature of word embeddings for
the solution of analogies, which exploits an Euclidean vector space structure.
However the choice of the connection is in general arbitrary, and in particular at
least two other connections are relevant in Information Geometry: the mixture
connection and the Levi-Civita connection. By using a geometric framework
based on Information Geometry we can define alternative approaches to the
solution of analogies for word embeddings, based on the choice of the geometry
for the space of the word representations
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