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In this work-in-progress paper we study the use of Natural Gradient for the training of Vari-
ational AutoEncoders [Kingma and Welling, 2013, Rezende et al., 2014], a family of powerful
generative models that combine the advantages of neural networks with those of variational infer-
ence. In the first part of the work we review the literature of the Natural Gradient [Amari, 1998]
for neural networks, together with a discussion about the different approaches which have been re-
cently proposed for training Variational AutoEncoders using geometric methods. Next, we discuss
how to define a proper Fisher Information metric for generative models with latent variables, based
on the nature of the statistical model considered in the analysis. Notice that the computation of
the Natural Gradient is required for the evaluation of the Natural Gradient, which is given by
the inverse of the Fisher Information matrix times the vector of partial derivatives of the function
to be optimized. Finally, we provide a proposal for a new family of algorithms, based on a two
step optimization procedure, based on the computation of the Natural Gradient separately for the
recognition and reconstruction networks.

The Natural Gradient corresponds to the Riemannian gradient of a function defined over a
statistical manifold, endowed with a non-Euclidean metric, given by the Fisher Information matrix.
In the language of Information Geometry [Amari and Nagaoka, 2007], a statistical manifold is
defined as a statistical model, i.e., a set of probability density functions parametrized by a vector
of parameters which play the role of a coordinate set. Natural Gradient has many applications
in machine learning, for instance it can be used in the definition of more sophisticated variants of
classical Stochastic Gradient Descent, where the vector of partial derivatives can be replaced by
the Riemannian gradient. Several numerical schemes for the computation of the Natural Gradient
for feed-forward neural networks have been proposed in the literature, see [Park et al., 2000,
González and Dorronsoro, 2008, Roux et al., 2008], but computations remained prohibitive for
deep architectures. Recent years have seen a revival of interest in using Natural Gradient for the
training of neural networks [Martens and Grosse, 2015, Pascanu and Bengio, 2013, Ollivier, 2013],
and several efficient algorithms which can be used to train deeper architectures have been proposed,
e.g., [Martens and Grosse, 2015, Grosse and Martens, 2016, Desjardins et al., 2015, Marceau-Caron
and Ollivier, 2016].

On the other side, Natural Gradient finds also relevant applications in variational inference
[Honkela et al., 2007], especially for conjugate models where the computations becomes particu-
larly efficient [Hoffman et al., 2013], and recently also in more general contexts [Khan and Lin,
2017]. However, in the literature of Variational AutoEncoders, where neural networks and vari-
ational inferences are efficiently combined, Natural Gradient has only recently started to be ex-
ploited [Zhang et al., 2017]. Recent literature focus only of some components of the full inference
process, see [Johnson et al., 2016] and [Lin et al., 2017], where the Fisher matrix is computed
limited to the encoder.

We are interested in a fully geometrical framework to train Variational AutoEncoders. In
order to achieve this, we need to define the Fisher Information matrix for a generative model with
latent variables. As for Restricted Boltzmann Machines, based on the choice of the underlying
statistical model, in principle one could think of considering the joint probability model over the
visible x and hidden variables h, and compute derivatives of log p(x,h), or alternatively evaluate
log derivatives of the marginal probability distribution p(x) =

∫
p(x|h)p(h)dh, yielding different

results, cf. [Ollivier et al., 2011, Desjardins et al., 2013]. For Variational AutoEncoders a further
issue appears, indeed the choice of the approximate posterior is arbitrarily and it does not affect
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the computation of the marginal distribution

p(x) =

∫
p(x|z)p(z)q(z|x)

q(z|x)
dz .

This implies that the parameters of the approximate distribution do not play a role in parameteriz-
ing the marginal p(x), and if considered in the computation of the Fisher Matrix this would result
in singularities. However, the Fisher matrix needs to be approximated from samples, and a good
choice for q(z|x) ensures more efficient estimations, implying a dependence of the estimator on the
parameters of the approximate posterior. On the other side, if the generative model represented
by p(x|z) is kept fixed, and the approximate posterior is learned as in variational inference tasks,
it is possible to introduce the Fisher Information matrix only for q(z|x), as it is done for example
in stochastic variational inference [Hoffman et al., 2013], and related literature.

These observations suggest the introduction of a two steps procedure for the optimization
of the parameters of a Variational AutoEncoder, in which the weights of the encoder and the
weights of the decoder are optimized separately, using update rules based on Natural Gradient.
It is interesting to notice that the possibility to train the recognition and the generative model
separately has been recently suggested for different reasons in [Rainforth et al., 2018], where the
authors analyze the impact of use of tighter bounds for the log-likelihood during training, and
the associated difficulty in obtaining reliable estimations of them. The analysis carried out in this
work represents a preliminary step towards the design of novel training algorithms for Variational
AutoEncoders, able to exploit the geometric nature of the optimization problem, using Information
Geometric principles.
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