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Major focuses so far:

Information-theoretic intrinsic rewards in reinforcement learning

Factorized mutual information maximization for discrete
homogeneous variables

Universal approximation bounds for deep stochastic feedforward
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Bounding the linear regions for convolutional neural networks

Problems that excite me for the future:

Maximizing the information divergence from certain statistical
models, e.g. M3,2, SFNNs.

Quantifying the representational capacity of sparsely connected RBMs

Analyzing FMI-like objective functions in representation learning
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Reinforcement Learning: Overview

Embodied learning tasks - an agent interacts with the environment,
attempts to learn a policy π by recieving rewards.
Through interaction, the agent (hopefully) learns a target behavior.

Example: Learn coordinated walking

Figure: Virtual robot “Svenja” (K. Zahedi, “YARS : A physical 3D simulator...” -
[1]).
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Reinforcement Learning: Challenges

Extrinsic Reward is to reward agent in proportion to its forward
velocity

Problems:
Non-coordinated and non-robust learned behaviors
Inefficient learning
Exploration/exploitation tradeoff

Idea: Supplement extrinsic reward with a task independent intrinsic
reward

Literature on intrinsic rewards is large, we focus on information-theoretic
rewards.
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Reinforcement Learning: Factorized Mutual Information

One-Step Predictive Information:

Maximizing the mutual information (MI) between time-consecutive
sensor readings leads to more coordinated behavior [2], [3]

Problem: Estimating MI (St ,St−1) is difficult, and computationally
expensive.

Use average over MI of each sensor independently as a proxy for
MI (St ,St−1).

R intr
t =

1

n

n∑
i=1

MI (S
(i)
t−1,S

(i)
t ), (1)

where St = (S
(1)
t , . . . ,S

(n)
t ) is the vector of sensor readings at t.

Question

What are the consequences of using this factorized proxy for the joint MI?
Can we determine which sensor distributions maximize this intrinsic reward
signal?
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Mutual information, Entropy, KL-Divergence

Given a random variable X with state space X and probability distribution
p(x), x ∈ X , the entropy of X is

H(X ) = −
∑
x∈X

p(x) ln(p(x)). (2)

Consider a second random variable Y so that the joint distribution is
p(x , y). Then the mutual information between X and Y is

MI (X ,Y ) =
∑

x∈X ,y∈Y
p(x , y) ln

(
p(x , y)

p(x)p(y)

)
= DKL

(
p(x , y)‖p(x)p(y)

)
= H(X )− H(X |Y ).

DKL measures the “distance” of p(x , y) from p(x)p(y)
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KL-Divergence and Multi-information

Given a random vector X = (X1, . . . ,Xn), and joint probability distribution
p(x) = p(x1, . . . , xn), x ∈ X n, the multi-information is

I (X) =
∑
x∈X n

p(x1, . . . , xn) ln

(
p(x1, . . . , xn)

p(x1) · · · p(xn)

)
. (3)

Notice that I (X) = DKL(p(x1, . . . , xn)‖p(x1) · · · p(xn)).

DKL measures the “distance” of p(x1, . . . , xn) from its closest point in
the set of product distributions, p(x1) · · · p(xn)
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Factorized Mutual Information (FMI)

In general, for family Λ of subsets of {1, . . . , n}, the Λ-factorized
multi-information (Λ-FMI) is

IΛ(X1, . . . ,Xn) :=
1

|Λ|
∑
λ∈Λ

I ((Xi )i∈λ). (4)

The FMI is

FMI (X1, . . . ,Xn) :=
1(n
2

)∑
i 6=j

MI (Xi ,Xj). (5)

The SFMI for (X,Y) = (X1, . . . ,Xn,Y1, . . . ,Yn) is

SFMI (X,Y) :=
1

n

n∑
i=1

MI (Xi ,Yi ). (6)

Question

What are the distributions which maximize FMI? How about SFMI? How
do these relate to the maximizers of MI and I?
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Results: Λ-FMI vs. Multi-Info Maximizers

A family Λ of subsets of [n] = {1, . . . , n} is a connected covering if it
contains a list of sets λt , t = 1, . . . ,T , with λt ∩ (∪t−1

s=1λs) 6= ∅ for
t = 2, . . . ,T , and ∪tλt = {1, . . . , n}.

For n, N-ary variables Xi ,

Theorem

The set of distributions that maximize Λ-FMI,
IΛ(X1, . . . ,Xn) = 1

|Λ|
∑

λ∈Λ I ((Xi )i∈λ) coincides with the set of

distributions that maximize I (X1, . . . ,Xn) if Λ is a connected covering of
{1, . . . , n}, and is a strict superset otherwise.
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Results: SFMI maximizers

For n pairs of N-ary variables, X = (X1, . . . ,Xn) and Y = (Y1, . . . ,Yn),

Theorem

The set of maximizers of the SFMI consists of the joint distributions with
marginals p(Xi ,Yi ) maximizing MI (Xi ,Yi ), for all i ∈ [n]. It is the disjoint
union of N!n multi-way transportation polytopes of dim.
Nn − 1− n(N − 1). Each polytope:

Has an interior consisting of distributions supported on Nn vectors

Contains N!n−1 vertices which are maximizers of the
multi-information

These vertices come in (N − 1)!n−1 disjoint sets each consisting of
Nn−1 affinely independent vertices and having the same centroid,
which is a maximizer of MI (X,Y).

Note: The union of the vertices of the multi-way transportation polytopes

contains all I maximizers. Only N!n MI maximizers are contained.

Thomas Merkh July 23rd, 2019 13 / 31



Results: SFMI maximizers

For n pairs of N-ary variables, X = (X1, . . . ,Xn) and Y = (Y1, . . . ,Yn),

Theorem

The set of maximizers of the SFMI consists of the joint distributions with
marginals p(Xi ,Yi ) maximizing MI (Xi ,Yi ), for all i ∈ [n]. It is the disjoint
union of N!n multi-way transportation polytopes of dim.
Nn − 1− n(N − 1).

Each polytope:

Has an interior consisting of distributions supported on Nn vectors

Contains N!n−1 vertices which are maximizers of the
multi-information

These vertices come in (N − 1)!n−1 disjoint sets each consisting of
Nn−1 affinely independent vertices and having the same centroid,
which is a maximizer of MI (X,Y).

Note: The union of the vertices of the multi-way transportation polytopes

contains all I maximizers. Only N!n MI maximizers are contained.

Thomas Merkh July 23rd, 2019 13 / 31



Results: SFMI maximizers

For n pairs of N-ary variables, X = (X1, . . . ,Xn) and Y = (Y1, . . . ,Yn),

Theorem

The set of maximizers of the SFMI consists of the joint distributions with
marginals p(Xi ,Yi ) maximizing MI (Xi ,Yi ), for all i ∈ [n]. It is the disjoint
union of N!n multi-way transportation polytopes of dim.
Nn − 1− n(N − 1). Each polytope:

Has an interior consisting of distributions supported on Nn vectors

Contains N!n−1 vertices which are maximizers of the
multi-information

These vertices come in (N − 1)!n−1 disjoint sets each consisting of
Nn−1 affinely independent vertices and having the same centroid,
which is a maximizer of MI (X,Y).

Note: The union of the vertices of the multi-way transportation polytopes

contains all I maximizers. Only N!n MI maximizers are contained.

Thomas Merkh July 23rd, 2019 13 / 31



Results: SFMI maximizers

For n pairs of N-ary variables, X = (X1, . . . ,Xn) and Y = (Y1, . . . ,Yn),

Theorem

The set of maximizers of the SFMI consists of the joint distributions with
marginals p(Xi ,Yi ) maximizing MI (Xi ,Yi ), for all i ∈ [n]. It is the disjoint
union of N!n multi-way transportation polytopes of dim.
Nn − 1− n(N − 1). Each polytope:

Has an interior consisting of distributions supported on Nn vectors

Contains N!n−1 vertices which are maximizers of the
multi-information

These vertices come in (N − 1)!n−1 disjoint sets each consisting of
Nn−1 affinely independent vertices and having the same centroid,
which is a maximizer of MI (X,Y).

Note: The union of the vertices of the multi-way transportation polytopes

contains all I maximizers. Only N!n MI maximizers are contained.

Thomas Merkh July 23rd, 2019 13 / 31



Proof Sketch

Let M be the I -maximizers, N be IΛ-maximizers.

p ∈M =⇒ p ∈ N :

IΛ is sum of non-negative bounded terms, p ∈M must maximize
each term

Each marginal p(Xλ), λ ∈ Λ is a multi-information maximizer
(see Remark 4.5 (c), [4])

p ∈ N =⇒ p ∈M:

Let Λ be a connected covering, by above, each λt-marginal has
maximum multi-info

Each marginal fixes the joint states of |λt | variables to one of N
choices

Marginals must be compatible, each variable in at least one marginal,
joint states of all variables fixed to one of N strings of distance n
from one another
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Proof Sketch Continued

Let Λ not be a connected cover, then M ( N

If there is an i ∈ [n] not in any λ ∈ Λ, IΛ is independent of marginal
of Xi , but it must be uniform to be an I -maximizer

Alternatively, λ1 and λ2 can be disjoint subsets of [n] of cardinality
≥ 2, containing all sets of Λ

IΛ only depends on p(Xi )i∈λ1 and p(Xi )i∈λ2

Joint distributions which have these marginals belong to a 2-way
transportation polytope [5], known to have dimension
(N − 1)(N − 1) > 0 = dim(M)
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The set of FMI maximizers

Recall that the FMI is the average over all pairwise marginals p(Xi ,Xj) for
all i , j ∈ [n], i 6= j .

This collection of marginals forms a connected covering of [n]. Therefore
by the previous theorem:

Corollary

The maximizers of FMI agree with the maximizers of multi-information.

Thomas Merkh July 23rd, 2019 16 / 31



Proof Sketch for SFMI Maximizers

Consider sets Si = ∪N!
j=1Si ,j , i ∈ [n] such that p ∈ Si ,j if p(Xi ,Yi ) is

the j-th maximizer of MI

The distributions in S =
⋂n

i=1 Si maximize SFMI

Each polytope is formed by the intersection ∩nk=1Si ,jk for a choice of
(j1, . . . , jn) ∈ [N!]n

The intersection of r sets Si ,jk can only have N2n−r entries of the
joint distribution to be nonzero =⇒ each polytope has support on
Nn states

Each marginal contributes N − 1 independent constraints, joint has n
marginals to satisfy plus normalization, meaning
dim = Nn − n(N − 1)− 1
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Stochastic Feedforward Networks

Input
layer

Output
layer

One possible stochastic controller:
deep feedforward network with
stochastic binary units

Receives a vector (e.g. sensor
readings) as an input x

Binary unit v takes state 1 with
probability

Pr(v = 1|h) = σ(wTh + b).

For fixed x, the network parameters
control distribution of layers

Question: What are the possible
output distributions p(·|x) of the
network for x ∈ {0, 1}k?
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Conditional Distributions and Universal Approximation

A network that is capable of approximating any function belonging to class
arbitrarily well is called a universal approximator (UA).

Stochastic networks are mappings from inputs to distributions of
outputs

Maps from the input space to the Cartesian product of probability
simplices are called Markov kernels

Question: How many hidden layers, and how many units per layer,
does a network need to be a UA of Markov kernels?

Note: A Markov kernel here can be viewed as a collection of 2k conditional
probability distributions, or as a row-stochastic matrix.
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Bounds for SFNNs to be a Universal Approximator

Adapted from a chapter of Mathematics of Deep Learning, Cambridge
University Press, Merkh and Montúfar (under review).

Theorem

A deep stochastic feedforward neural network with k binary inputs, n
binary outputs, and stochastic sigmoid probability units is a UA if it

contains at least 2k−j
(
d2n

n e+ dlog2(n)e
)

hidden layers each of width at

least 2j(n + k − j), for any j ∈ {0, 1, 2, . . . , k}.

Notes: Spectrum of networks capable of universal approximation, where if
the network is made narrower, it must become deeper.
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Proof Sketch for Sufficiency Bound: First Layer

Split 2j(n + k − j) units in first layer into 2j consecutive blocks, where
d ∈ [2j ]
For each block, have the last k − j units copy the last k − j inputs
The parameters for the remaining n units of each block can be chosen
as a linear discriminator
Given x ∈ {0, 1}k , the

(
b int(x)

2k−j c+ 1
)
-th block will be assigned full

probability on one non-zero state, the other blocks will take the zero
state

Here n = k = 2, j = 1, m = 6. There are two sections, each which
approximate 2k−j = 2 conditional distributions.

11

101100

Input
layer
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Hidden Layers

11

1

1

1

1

1

1

1

1

1

1

1

1

1

1

1

1

0100

Input
Layer

Output
layer

Restrict focus to a single section of
the hidden layers

Each section consists of 2k−j

subsections, each responsible for
approximating one conditional
distribution

Each subsection consists of 2n hidden
layers

Define the appropriate Gray code for
each subsection, this indicates how to
share probability mass

Subsections do not interfere because
sharing can be step to occur only if
the last k− j bits match the Gray code
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Hidden Layers Continued

11

1

1

1

1

1

1

1

1

1

1

1

1

1

1

1

1

0

0

0

0

0

0

0

0

0

0

0

0

0

0

0

0

1

1

1

1

1

0

0

0

0

0

Output
layer

In this example, section d = 2
approximates the conditional
distributions p∗(·|x = 10) and
p∗(·|x = 11)

p∗(·|x = 11) requires sharing
probability mass off of δ10 onto the 3
other states

This is done by the second subsection
of the section on the right, where
sharing only takes place if the last bit
is a ‘1’
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Last Layer

Need last layer to copy the relevant block of final hidden layer

Call the weight matrix between h2n+k−j
and output W ∈ Rn×2n+k−j

Choose
W = 2α

(
In | Z | · · · | In | Z

)
,

where In ∈ Rn×n is the identity and Z ∈ Rn×(k−j) is the zero matrix

Last, let the bias of each output be −α

Output
layer

Figure: The last network layer with the nonzero connections show
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One Small Example

Figure: Each section of the network is responsible for approximating the output
distribution for a single input x ∈ {0, 1}k .
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Discussion

A spectrum of universal approximators were constructed which utilize
the minimum necessary number of trainable parameters

Every parameter that is not trainable is made very large or zero to
induce deterministic behavior throughout the network

The large parameters approach infinity for better approximation,
meaning these universal approximators are realized at extremes of the
parameter space
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Discussion Continued

The sufficiency bounds for deep networks are generally inferior to the
shallow case

A characterizization of network topologies which disallow universal
approximation is still unknown

Relatively little is known about the approximation properties of
stochastic networks with continuous variables
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G. Montúfar and J. Morton - “Kernels and Submodels of Deep Belief
Networks” (2012)

Thomas Merkh July 23rd, 2019 30 / 31



Questions?

Thank you!
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